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ABSTRACT

Background. Bioacoustic monitoring is an effective and minimally invasive method to
study wildlife ecology. However, even the state-of-the-art techniques for analyzing bird-
songs decrease in accuracy in the presence of extraneous signals such as anthropogenic
noise and vocalizations of non-target species. Deep supervised source separation (DSSS)
algorithms have been shown to effectively separate mixtures of animal vocalizations.
However, in practice, recording sites also have site-specific variations and unique
background audio that need to be removed, warranting the need for site-specific data.
Methods. Here, we test the potential of training DSSS models on site-specific bird
vocalizations and background audio. We used a semiautomated workflow using deep
supervised classification and statistical cleaning to label and generate a site-specific
source separation dataset by mixing birdsongs and background audio segments. Then,
we trained a deep supervised source separation (DSSS) model with this generated
dataset. Because most data is passively-recorded and consequently noisy, the true
isolated birdsongs are unavailable which makes evaluation challenging. Therefore, in
addition to using traditional source separation (SS) metrics, we also show the effec-
tiveness of our site-specific approach using metrics commonly used in ornithological
analyses such as automated feature labeling and species-specific trilateration accuracy.
Results. Our approach of training on site-specific data boosts the source-to-distortion,
source-to-interference, and source-to-artifact ratios (SDR, SIR, and SAR) by 9.33 dB,
24.07 dB, and 3.60 dB respectively. We also find our approach allows for automated
feature labeling with single-digit mean absolute percent error and birdsong trilateration
accuracy with a mean simulated trilateration error of 2.58 m.

Conclusion. Overall, we show that site-specific DSSS is a promising upstream solution
for wildlife audio analysis tools that break down in the presence of background noise. By
training on site-specific data, our method is robust to unique, site-specific interference
that caused previous methods to fail.
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INTRODUCTION

An increasing number of research efforts have been focused on collecting and analyzing
wildlife vocalizations in recent years (Laiolo, 2010; Aide et al., 2013; Browning et al.,
2017; Sugai & Llusia, 2019; Sugai et al., 2019; Teixeira, Maron ¢ Van Rensburg, 2019;
Desjonqueres, Gifford ¢ Linke, 2020). Bioacoustic monitoring can be used to detect species,
count the number of vocalizations per species, analyze changes in vocalization structure
over time, and trilaterate the approximate location of individual animals (Frommolt

& Tauchert, 2014; Teixeira, Maron & Van Rensburg, 2019; Besson et al., 2022). Because
monitoring can be performed passively and continuously over long periods (e.g., months),
large datasets often accumulate, requiring automated analytical tools such as BirdNET,
CARACAL, and Vesper (Mills, 2017; Wijers et al., 2019; Kahl et al., 2021; Stowell, 2022).
However, the acoustic richness in these datasets can cause automated analytical approaches
to perform poorly (Evrendilek ¢ Akcan, 2011; Akcan ¢ Evrendilek, 2013; Zhang et al.,
2014; Funosas et al., 2023). For example, a signal of interest in a behavioral study may
be a single faint birdsong within a complex dawn chorus, or a bird competing to be
heard against road noises in an urban-rural gradient (Priyadarshani et al., 2016; Wang,
Venkataramani & Smaragdis, 2020; Dai et al., 2021). Furthermore, each recording site is
different, compounding the complexity of the problem. Here, we focus on birdsongs
recorded in these noisy environments and how site-specific deep supervised source
separation (DSSS) can be used to analyze them.

Any large-scale birdsong dataset analysis often begins by finding the birdsong of
interest within potentially thousands of hours of audio. By running raw audio samples
through a classification algorithm (e.g., BirdNET; Kahl et al., 2021), the confidence of
having recorded a bird species can be determined for a given time interval (Acevedo et al.,
2009). Furthermore, if calibrated against known call rates, it is possible to further estimate
abundances by counting the number of songs from each species (Dawson ¢ Efford, 2009;
Pérez-Granados ¢ Traba, 2021). However, many classification algorithms are trained on
mostly clean birdsongs with little interference from natural and anthropogenic sources, and
their accuracy degrades with an increasing amount of competing signals (Apol, Valentine ¢
Proppe, 2020). BirdNET, for instance, is trained on birdsongs from the Macaulay Library,
eBird, and Xeno-Canto. In contrast to most passively collected datasets, these datasets
primarily comprise clean, professionally recorded birdsongs, with only a minor presence of
noisy recordings (Planqué ¢ Vellinga, 2005; Sullivan et al., 2009; Kahl et al., 2021; Funosas
etal., 2023).

Birdsong feature labeling and analysis are also informative in behavioral ecology
studies (Vehrencamp et al., 2013). Features such as peak frequency and song amplitude can
provide insights into reproductive, defense, and social behaviors (Brumim ¢ Todt, 2004;
Teixeira, Maron & Van Rensburg, 2019). These insights allow us to measure how different

Sasek et al. (2024), PeerJ, DOI 10.7717/peerj.17854 2/22


https://peerj.com
http://dx.doi.org/10.7717/peerj.17854

Peer

environmental changes and anthropogenic activities impact bird behavior. For example,
an upward shift in song frequency has been observed in several species in response to
anthropogenic noise (Halfwerk ¢ Slabbekoorn, 2009; Cardoso & Atwell, 2012; Nemeth et
al., 2013). In many cases, birdsong feature labeling and analysis have focused on the
minimum and maximum frequency of songs. The labeling process often involves manually
annotating the spectrograms because background noise makes automating this process
challenging. Even then, some human-labeled error is as high as 300-1,800 Hz (Brumim et al.,
2017). Tt has been argued that the subjective process of identifying minimum frequencies
on a spectrogram would be better served by an objective, power-based approach (Cardoso
& Atwell, 2012). Yet, these approaches typically require clean audio. Any interference that
exceeds the joule-per-second power threshold could be mislabeled as the minimum or
maximum frequency.

Another application that is negatively impacted by background noise is trilateration,
where the source of a sound is spatially located. By spacing out several microphones, the
time difference of arrival between microphones can be used to trilaterate the location of an
animal (Grande et al., 2019). This can be used to autonomously track bird movement to
and from their nest (Nathan et al., 2022). Or, if obtaining population counts, trilateration
can be used to prevent birds from being counted twice. However, with any background
noise, finding the time difference of arrival becomes increasingly hard (Evrendilek e~ Akcan,
2011; Akcan ¢ Evrendilek, 2013).

Due to interference during recording, the original ground-truth birdsong is often lost,
making it challenging to objectively define a clean birdsong. Consequently, we loosely
define a clean birdsong based on the degradation’s impact on the specific bioacoustics
application. For birdsong species classification tasks, a clean birdsong can be confidently
labeled by an expert ornithologist, while a noisy birdsong is challenging to identify due to
interference. Similarly, for birdsong feature analysis, clean birdsongs can be confidently
labeled by an ornithologist, whereas noisy birdsongs may pose difficulties. In trilateration
applications, the noisiness of a birdsong can be measured by the resulting error in the
estimated position.

One upstream solution to these issues is to develop robust methodologies for extracting
clean birdsongs from audio recordings. However, this is challenging for several reasons. At
first glance, one may consider using visual semantic separation. This technique assigns each
pixel from an image to a source, often using a machine learning model. For instance, for an
autonomous car, pixels from the road lines would be assigned accordingly (Rahman, Khan
& Barnes, 2020; Ren et al., 2023). Audio waveforms can be converted into spectrograms
using Fourier transformations and then each time-frequency bin could be treated as a pixel.
However, unlike pictures, audio is additive: each time-frequency pair could have multiple
sources. For instance, if a certain frequency is heard during a concert, it could have come
from several instruments at the same time. Furthermore, some bird vocalizations can be
very similar, making it even harder to differentiate between them.

Some birdsong source separation (SS) approaches use unsupervised machine learning
which learns from unlabeled datasets where there is no ground truth. For example, (Sun,
Yen ¢ Lin, 2022) use non-negative matrix factorization (NMF) to separate audio samples

Sasek et al. (2024), PeerJ, DOI 10.7717/peerj.17854 3/22


https://peerj.com
http://dx.doi.org/10.7717/peerj.17854

Peer

into similar categories. For instance, it may group low road noises into one category and
higher human speech into another (Sun, Yen ¢ Lin, 2022). However, NMF is limited in
complexity because it is purely a linear method. A neural network is preferred because it
can better represent more complex function spaces such as birdsong SS (Thakur ¢ Konde,
2021). This is what Denton, Wisdom ¢ Hershey, 2021a; Denton, Wisdom & Hershey, 2021b
do with Bird MixIT, a bird SS tool that uses deep unsupervised mixture invariant training
(MixIT). By learning to separate mixtures of noisy birdsongs from one another, the model
learns to separate individual birdsongs from the original noisy recordings (Wisdom ef al.,
2020; Denton, Wisdom ¢ Hershey, 2021a).

However, this approach lacks control and is less customizable. Besides constructing
the training dataset, there is little one can do to control the final model. These models
often learn to separate the audio in a random order, splitting some sources and combining
others. For instance, looking at example 4 from Bird MixIT’s Caples sample outputs, the
Rebut class is combined with the background noise using the first model, and the Btywar
class is combined with the background noise using the second (Dernton, Wisdom ¢ Hershey,
2021b). Because the training process is unsupervised, it is very challenging to address this
or any other undesirable behaviors.

In contrast, supervised learning turns the SS into a training dataset creation problem.
Because supervised learning models learn to replicate the training dataset, a high-quality
training dataset often means a high-quality model. This offers greater control and is more
customizable. One can specify exactly what sounds constitute the foreground and the
background, and the model will learn to separate them accordingly. For instance, if trying
to separate the Rebut and Btywar birdsong classes from background noise, each could
be assigned a specific output channel of a supervised SS model, and there would be no
ambiguity in the model’s desired behavior.

Fortunately, several deep supervised audio SS models exist such as ConvTasNet
(Convolutional Time-Domain Audio Separation Network), DPRNNTasNet (Dual-
path Recurrent Neural Network Time-Domain Audio Separation Network), and
SuDORMREFNet (Successive Downsampling and Resampling of Multi-Resolution Features
Network) where ConvTasNet and SuDORMRENet use convolutional neural networks
(CNN) and DPRNNTasNet uses a recurrent neural network (RNN) (Luo & Mesgarani,
2019; Luo, Chen & Yoshioka, 2020; Tzinis, Wang ¢ Smaragdis, 2020). While these and
several other supervised SS models exist, the overwhelming majority of these models
require clean signals from each source as the ground truth for training. This is seen in the
music SS dataset MUSDB18 where each instrument is recorded separately and without
interference (Rafii et al., 2017). However, for birdsong SS, obtaining a clean signal of both
the birdsongs and the background is challenging because the recording does not occur in
a controlled environment. (Priyadarshani et al., 2016; Wang, Venkataramani ¢ Smaragdis,
2020; Dai et al., 2021). And, if SS models are trained on audio with even a little interference,
the final output will have that same interference (Lones, 2023).

Conveniently, several publicly-available birdsong datasets exist with cleanly-recorded
birdsongs, and some approaches have trained deep supervised SS models on these datasets.
By mixing together different species of animals whose vocalizations interfere, these
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approaches were successfully able to separate the different vocalizations (Izadi, Stevenson ¢
Kloepper, 2020; Bermant, 20215 Zhang et al., 2022). However, due to site-specific variations
in birdsongs and background noise, these approaches’ practicality for actual field use is
questionable. We show that ideally, each source separation model should be fine-tuned for
the recording sites of interest to account for this variation.

Here, to the best of our knowledge, we are the first to train a deep supervised source
separation (DSSS) model using site-specific, passively-recorded data. We introduce a site-
specific DSSS workflow that addresses the challenges associated with supervised SS with a
two-step process. First, we create a site-specific synthetic dataset by extracting, denoising,
and mixing sufficiently clean birdsongs and background noise from passive acoustic
datasets. Second, we train on the dataset. Unlike previous DSSS methods, our model learns
to remove background noise specific to that site, and compared to unsupervised SS, our
approach has more control and is more customizable.

We then test our methodology using traditional SS metrics such as source-to-distortion
ratio, source-to-interference ratio, and source-to-artifact ratio (SDR, SIR, and SAR) as
well as bioacoustics-inspired metrics such as automated feature labeling accuracy and
species-specific trilateration accuracy. These additional metrics both highlight potential
downstream SS applications and more rigorously vet our model.

MATERIALS & METHODS

We present a semiautomated workflow to train a site-specific DSSS model using raw field
recordings to isolate Golden-Cheeked Warbler (GCW) birdsongs. The Golden-Cheeked
Warbler (Setophaga chrysoparia) is a federally endangered migratory songbird that breeds
only in mature Ashe juniper (Juniperus ashei) and oak (Quercus spp.) woodlands within
central Texas. This species vocalizes three types of songs: A, B, and C; however, C songs do
not occur often, and we do not include them in our study (Groce et al., 2010). Our analysis
proceeded as follows:

Obtain audio from recording sites

Passive acoustic recording was conducted by David Knobles (Knobles Scientific and
Analysis, LLC) and Preston S. Wilson (Walker Department of Mechanical Engineering)
using SM4 recorders placed in remote locations on the Balcones Canyonlands Preserve.
Field permits were provided by the City of Austin Wildland Conservation Division with the
approval numbers Knobles-2016, Knobles-2017, Knobles-2018, and Knobles-2019. Besides
installation and servicing, there was no human involvement. For our training dataset, we
obtained 1,425 six-second birdsongs from 13 unique recording sites deployed between
2016 and 2018. This entailed the breeding seasons at two, seven, and nine locations in
2016, 2017, and 2018. For our testing dataset, we obtained 1,449 six-second birdsongs from
three additional recording sites in 2019. Overall, because GCWs are territorial, we assume
that these recordings correspond to between 16 and 21 CGWs depending on whether birds
returned the following year (Bolsinger, 2000).
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Obtain clean birdsong audio

Next, we sorted through the audio recordings to find clean GCW birdsongs. We used
BirdNET to scan the recordings with a sliding three-second window incremented by one
second. We similarly ran Pretrained Audio Neural Networks (PANNs), a general audio
classification deep learning model, over our recordings to capture less common events
such as ambulances, music, or construction (Kong et al., 2020). Next, we found the joint
probability of each three-second window both containing a GCW and not containing
any other category. From this list, we selected the top 1500 windows and extracted these
audio segments with a 1.5-second buffer before and after to ensure the entire birdsong was
captured.

Then, we performed high-pass Butterworth filtering to remove all noise lower than the
birdsong. We then normalized the peak frequency to —1 dB and performed stationary
spectral gating noise reduction. While some noise remained, it was outside the human
audible spectrum (20 Hz to 20 kHz), deeming the outputted birdsong mostly clean. At this
point, we obtained GCW audio samples with the top community ratings from the Macaulay
Library and also cleaned this audio using the same process. This further diversified our
dataset.

After generating spectrograms, we manually sorted through the samples for clean
birdsongs: we first removed all recordings where there was interference from other bird
species. We then sorted the recordings by their birdsong-background ratio. Any recordings
with the birdsong more than 10 dB quieter than the background noise were removed. This
yielded 529 clean birdsongs. We also manually sorted the samples into A song, B song, and
any other unique variations. Aside from the actual data collection itself, this sorting is the
only manual aspect of our workflow.

For the testing set, we repeated this process, yielding 218 clean birdsongs.

Obtain background audio

To obtain background audio, we removed the segments marked positive for GCW birdsong
by BirdNET from 300 h of randomly selected raw audio from the recording sites. We then
condensed each hour to its loudest five minutes: we first took a one-second rolling
summation over the absolute value of each waveform value to smooth out the audio. We
then took a one-second rolling maximum to ensure that the audio was not fragmented
into segments smaller than two seconds. Finally, we extracted the top five minutes of audio
using this calculated metric. We find this extraction technique removes most of the plain
white noise from each hour and leaves the most interesting audio, such as cars passing or
people talking. We also pulled the top audio segments from PANNSs’ unique classification
categories to diversify the dataset (Kong et al., 2020). For each category, we found the joint
probability of each three-second window both containing that category and not containing
a GCW birdsong. Finally, we used BirdNET’s results to find the 10 most common birds in
our recordings (excluding the GCW) and obtained recordings of those species from the
Macaulay Library to further diversify our background dataset.
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We repeat this process for the testing recording sites, excluding the recordings from
the Macaulay Library, as those are only used to enhance our training dataset. Overall, this
yielded 33 h of background audio for training and 29 for testing.

Create data generator

Our data generator randomly stitches background samples together and then randomly
layers GCW birdsongs on top. To maintain a realistic background with consistent volume,
we chose not to layer multiple background recordings. To ensure a balanced dataset, we
increased the probability of uncommon GCW song types such as A songs with no trailing
hook. To increase dataset diversity, birdsongs were randomly time-stretched by —20%
to 20% and amplified by —85% to 20%. We also pitch-shifted the birdsongs to reflect
the birdsong peak frequency variance in our dataset. For the background, we reduced the
volume by 90% 5% of the time and by 95% 5% of the time. This ensured that the model
also worked with little background noise.

Train model

To train our model, we used Asteroid with a three-second window and negative pairwise
SDR for the loss function. Asteroid is an audio research tool that allows the training of
several deep supervised source separation (DSSS) models on the same dataset (Pariente
et al., 2020). We trained on ConvTasNet, DPRNNTasNet, and SUDORMREFNet (Lo ¢
Mesgarani, 2019; Luo, Chen & Yoshioka, 2020; Tzinis, Wang ¢ Smaragdis, 2020). These
models were selected for being released in or after 2019, being compatible with Asteroid,
and obtaining an SDR above 7.1 dB on the ESC50 dataset (Piczak, 2015). To measure
the importance of using site-specific audio, we retrain SUDORMRENet (the highest
performing architecture) without any site-specific audio, separating the Macaulay Library
Golden-Cheeked Warbler birdsongs from the others.

Evaluate model

Next, we ran 10 automated evaluation tests on our model. The first five tests measured
the output SDR, SIR, and SAR after different input adjustments: song type, birdsongs
per minute, background type, birdsong-background ratio, and random forest impulse
response type. For song type, we used audio only including either A song, A song with a
hook, A song with no hook, or B song. For birdsongs per minute, we varied the birdsongs
per minute from 0 to 20. To test background type, we layered two unique backgrounds on
top of each other to verify that the model could handle unseen environments and separate
birdsongs from multiple sources of interference at once. We also investigated different
birdsong volume ratios which we calculated by dividing the total volume of the birdsongs
over that of the background audio. For our test, we used 20 birdsongs over 60 s of audio
with a ratio of either 0.01, 0.02, 0.05, 0.1, 0.2, 0.5, 1, 1.5, or 2. For reference, birdsongs with
ratios of 0.01 and 0.02 are barely audible to the human ear. Our final robustness test used
random forest impulse responses which capture how sound travels through a randomly
generated, virtual forest. We generated these impulse responses for virtual forests with
100,000, 200,000, 500,000, and 1,000,000 trees using Microsoft’s virtual forest impulse
response generator. Birdsongs were convolved with these virtual forest impulse responses
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and used as the ground truth to simulate distortion from different-sized forests. For each
robustness test, we used between 4.20 and 7.17 h of synthetic data as the ground truth. To
better emulate field recordings, we used one-minute audio samples; however, our model

input size is three seconds, so we split the longer samples into three-second chunks with a
one-second overlap and merged the outputs with a half-second crossfade.

We also visually inspected several birdsongs that we set aside for testing. These tests do
not offer objective performance measures but still provide visual insight into our model.
We first ran our model on several noisy birdsongs and visually inspected the results.
Additionally, using previous birdsong feature annotations, we set aside several outlier
birdsongs that constituted the extreme values, both the lowest and highest, of the feature
labels. For A songs, these features included the number of repeat elements, main buzz
duration, and peak frequency. For B songs, the features were the initial buzz duration,
presence of a short note after the initial buzz, main buzz duration, peak frequency excluding
flourish, and presence of flourish after the birdsong. Then, we ran our model and visually
inspected the results to ensure our model could handle outlier birdsongs.

We also tested for potential in downstream applications, starting with automated
feature labeling. We created a basic proof-of-concept for automated feature labeling
which automatically measures the minimum and maximum birdsong frequencies. First,
we trimmed each sample by taking each six-second birdsong waveform, squaring each
value, and smoothing out any noise by finding the moving average with a sliding six-
second window. We then selected the largest value from the moving average to find the
center point of the birdsong and the surrounding 1.5 s from the center point to obtain a
three-second sample. Then, we converted each sample into a spectrogram and leveraged
a Canny filter to identify the highest and lowest edges. This gave us the minimum and
maximum frequencies. After generating 720 six-second birdsong samples, we used this
labeling process on the true isolated birdsongs to estimate the ground truth. Then, we
added background audio, ran our labeling process, ran our model, and then did labeling
again. By measuring the percent absolute error before and after running our model, we
evaluate the effectiveness of our model.

We used a similar method to test timing preservation. By finding the maximum cross-
correlation before and after running our model, we were able to assert that there was no
time difference introduced by our model over 1,000 trials. If our model shifted the input
audio by even a few milliseconds, it would introduce large errors during trilateration.
Knowing this was not the case, we created a basic proof-of-concept for species-specific
trilateration. We coded a simulated trilateration environment in a forest with microphones
placed 1.5 m above the ground—one at the origin, one 10 m north, and one 10 m east.
For all 918 trials, we randomly picked a location for the bird within 10 m of at least one
microphone. We again used Microsoft’s virtual forest impulse response generator to create
impulse responses that capture the distortion of the forest as well as the time difference of
arrival between the bird and the microphones. These impulse responses were then applied
to the birdsong using a convolution. We then layered unmodified background audio on
top of the birdsong to simulate trilateration interference. After running the combined
audio through our DSSS model, we found the maximum cross-correlation between each
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microphone input which gave us the time difference of arrival between the bird and each
microphone. With these time differences, we trilaterated each bird’s location by solving a
system of time difference of arrival equations.

We also evaluated our model’s effect on BirdNET (Kahl et al., 2021). We ran our model
on 2401 six-second audio segments with a GCW birdsong and 2401 without for each of
the above birdsong-background ratios. We then found the ideal classification probability
threshold before and after separation to find the maximum possible accuracy.

RESULTS

We found that the SUDORMRFNet model yielded the highest SDR, SIR, and SAR after
seeing 250,000 six-second samples. Training ConvTasNet, another convolutional model,
also yielded a high SDR, SIR, and SAR suggesting that convolutional neural networks
outperform recurrent neural networks in this domain.

After retraining SuUDORMRENet without site-specific audio, the SDR, SIR, and SAR
decrease by 9.33 dB, 24.07 dB, and 3.60 dB respectively, highlighting the importance of
site-specific audio in source separation. Notably, the performance drop in the source-
to-interference ratio (SIR) suggests that this model was unable to handle background
interference specific to this site (Fig. 1A).

Model Robustness

Our five robustness tests all obtained an SDR, SIR, and SAR above 19 dB. For reference,
the leading model for the music SS dataset MUSDB18 only obtained an SDR of 9.200
dB (Rafii et al., 2017; Rouard, Massa & Défossez, 2022). Because we used site-specific data
and a robust data generator, we were able to maintain high SS metrics across the entire
training distribution. This means our model was able to interpolate well from examples it
saw during training. Notably, we had very few training samples for A songs with no trailing
hook; however, by inflating its occurrence in our data generator, we maintained the same
model performance as other song types (Fig. 1B). Our birdsong occurrence frequency
test was also inside the training distribution. Even if there are 20 birdsongs in a minute,
with some potentially overlapping each other, the model obtained metrics above 22 dB
(Fig. 1C). The same was true for our birdsong-background ratio test: for all recordings,
we obtained metrics above 19 dB even though recordings with ratios at or below 0.02 are
barely perceivable to the human ear (Fig. 1D).

Outside of the training distribution, our model also achieved SS metrics above 27 dB,
including for different background and virtual forest types. During training, we only used
one unique background recording at a time with no mixing; however, for one test, we
mixed two unique backgrounds on top of one another. Despite this, the results remained
relatively unphased with the extra background noise (Fig. 1E). We also convolved the
isolated birdsong with random forest impulse responses. Despite not having trained with
this functionality, our model still obtained SS metrics above 27 dB (Fig. 1F). The model
learned to preserve this convoluted distortion solely from the dataset’s diversity and data
augmentation. Looking closer, we visually inspected isolated birdsongs with and without
convolution, and we saw that the convolution distortion is maintained (Figs. 2C and 2D).
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Figure 1 Model performance for different model types, song types, birdsong counts per minute,
birdsong-background ratios, background types, and random forest impulse response types. In
these figures, we evaluated our deep supervised source separation (DSSS) model by comparing true
isolated birdsongs with our model’s estimations after adding background audio and performing source
separation. We evaluated with source-to-distortion source-to-interference, and source-to-artifact ratios
(SDR, SIR, and SAR) where higher values are better. For reference, the leading model for the music SS
dataset MUSDB18 obtained an SDR of 9.200 dB (Rafii et al., 2017; Rouard, Massa ¢ Défossez, 2022). (A)
SuDORMREFNet performed the best with an SDR of 28.01 dB, SIR of 43.53 dB, and SAR of 28.25 dB after
evaluating all of our models on between 4.20 and 7.17 h of synthetic data. Overall, we see convolutional
approaches outperform recurrent ones. Additionally, we also trained a model only on recordings from
the Macaulay Library with other species of birds constituting the background audio. This performs
substantially worse with the SDR, SIR, and SAR decreasing by 9.33 dB, 24.07 dB, and 3.60 dB respectively.
This shows the importance of training with site-specific recordings. (B) Our model obtained an SDR,
SIR, and SAR above 24 dB for all song types. (C) Our model obtained an SDR, SIR, and SAR above 22 dB
regardless of the birdsong occurrence frequency. (D) For all birdsong-background ratios, we obtained an
SDR, SIR, and SAR above 19 dB. For reference, birdsongs with ratios of 0.01 and 0.02 are barely audible to
the human ear. (continued on next page...)

Full-size G DOI: 10.7717/peer;j.17854/fig-1

Sasek et al. (2024), PeerdJ, DOI 10.7717/peerj.17854 10/22


https://peerj.com
https://doi.org/10.7717/peerj.17854/fig-1
http://dx.doi.org/10.7717/peerj.17854

Peer/

Figure 1 (...continued)

(E) After doubling the background, we saw no reduction in the SDR, SIR, or SAR. (F) Our model ob-
tained an SDR, SIR, and SAR above 27 dB in the presence of random forest impulse responses. For panels

A, B, E, and F, we overlay boxplots, and for panels C and D, we show 90% confidence intervals.
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Figure 2 Random forest impulse response distortion preservation. (A) Golden-Cheeked Warbler
(GCW) recording mixed with background audio. (B) Same recording from panel A except the birdsong is
convolved with a 1,000-thousand-tree virtual forest impulse response. This simulates the audio traveling
through a forest and bouncing between the trees. (C) The recording from panel A ran through our deep

supervised source separation (DSSS) model. (D) The recording from panel B ran through our deep

supervised source separation (DSSS) model. Note how the convolution distortion is maintained by our
model even though no convolutions were used in training. This shows that our model did not overfit on
the training data and is robust to birdsong feature variations.

Full-size Gal DOI: 10.7717/peerj.17854/fig-2

Visual inspection

We then ran our model on several noisy birdsongs that we reserved for testing. The resulting

spectrograms suggest that our model removes most of the background noise (Fig. 3). We

also ran our model on several outlier birdsongs, and our model appeared to have preserved

all features (Fig. 4).

Automated feature labeling

Next, we made an automated feature labeling simulation. Without the model, our algorithm

labels the minimum and maximum frequencies with mean absolute percentage errors of
58.85% and 29.32% respectively. With our model, this improves to 1.62% and 0.77%
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Figure 3 Deep supervised source separation on noisy birdsong. (A) Golden-Cheeked Warbler (GCW)
birdsong recording with interference from road noise and other species of birds. (B) The same recording
after passing through our deep supervised source separation (DSSS) model. Note the strong reduction in
interference. (C) GCW birdsong recording that was provided by the Macaulay Library and that was the
cleanest raw recording in our dataset. Note that this recording has similar interference as panel B.

Full-size &4l DOI: 10.7717/peerj.17854/fig-3

respectively. Notably, our model is most helpful for low birdsong-background ratios. For
example, samples with background audio that is 100 times louder than the birdsong have a
mean absolute percent error above 96% before running our model and a single-digit error
after (Table 1).

Timing preservation and trilateration simulation

Finally, we tested birdsong timing preservation by finding the time difference between the
clean input signal and the clean signal mixed with background audio and then ran through
DSSS. Out of 1,000 trials, all are aligned down to 45.4 s, the best possible given a 22,050
Hz sampling rate.

With timing preserved, we ran a trilateration simulation with a birdsong coming from
one source and the background audio coming from another. Without any SS, the mean
error is 9.3 m with only 2.57% of the birdsongs being trilaterated within 1 m. We found
that our model significantly improves these results with a mean error of 2.58 m and 58.86%
of the birdsongs being trilaterated within 1 m (Table 2).

BirdNET improvement
Our model has no statistically significant impact on BirdNET except for birdsong-
background ratios of 0.2 where a slight improvement is seen (Table 3). However,
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Figure 4 Deep supervised source separation on outlier birdsongs. Using previous Golden-Cheeked
Warbler (GCW) feature annotations, we set aside several (continued on next page...)
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Figure 4 (...continued)

outlier birdsongs for evaluation. For instance, an outlier A song may have many repeat elements as seen
in panel A or very few as seen in panel B. For each panel, we give a short description of what made that
birdsong an outlier, show the original recording on the left, and show the recording after deep supervised
source separation (DSSS) on the right. This figure shows that our model appears to preserve birdsong fea-
tures, suggesting that automated feature labeling is possible.

(A) Before DSSS (B) After DSSS
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Figure 5 BirdNET misclassification after source separation. (A) Golden-Cheeked Warbler (GCW) B
song. (B) The recording from panel A ran through our deep supervised source separation (DSSS) model.
While BirdNET correctly identified panel A as a GCW birdsong with 1.91% confidence, BirdNET did not
detect the GCW birdsong in panel B due to the 1% detection threshold, even though there is less noise.
This highlights the fragility of Bird NET and suggests why our model did not improve BirdNET’s perfor-
mance.

Full-size & DOL: 10.7717/peerj.17854/fig-5

after further investigation, we found that BirdNET—in addition to too much noise—
underperforms when there is too little noise. After our model removes much of the
background interference in Fig. 5, the classification confidence drops from 1.91% to below
1%, the detection threshold.

DISCUSSION AND CONCLUSIONS

Overall, we implemented a site-specific deep supervised source separation (DSSS) approach
to isolate birdsongs from field recordings containing interference from humans and other
bird species. Across our five robustness tests, our model obtained consistently high SDRs,
SIRs, and SARs even with faint birdsongs and different background noise levels.

However, while SDR, SIR, and SAR are commonly used metrics for SS, they have
shortcomings in bioacoustics. For example, a model could have a high SDR, SIR, and SAR,
but distort the minimum and maximum frequencies. Because these signal boundaries are
only a fraction of the SDR, SIR, and SAR metrics, they could easily be overlooked. This
is problematic because distorted signal boundaries could drastically alter research results,
such as in the numerous studies observing an upward shift in song frequency in response
to anthropogenic noise (Halfwerk ¢ Slabbekoorn, 2009; Cardoso ¢ Atwell, 2012; Nemeth et
al,, 2013).

Consequently, we also tested our model specifically for downstream bioacoustics
applications. Visual inspection confirmed unique birdsong variations like high maximum
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Table 1 Automated feature labeling performance for minimum and maximum frequencies. By lever-
aging a Canny filter, we estimated the ground truth minimum and maximum frequencies of the clean
birdsongs in our testing dataset. Then, we layered background audio on top and re-measured the mini-
mum and maximum frequencies before and after being run through our model. This background audio
caused significant error which our DSSS model was able to reduce down to single-digit absolute percent
error. Notably, our model is most helpful for low birdsong-background ratios when the background is
louder than the birdsong. For all numbers, 90% confidence intervals are shown.

Birdsong-Background

Ratio

Min frequency absolute
percent error

Max frequency absolute
percent error

Before

After

Before

After

0.01
0.02
0.05
0.1
0.2
0.5
1
1.5
2

Average

97.49 £ 1.32%
98.5 £ 1.67%
98.53 £ 1.36%
100.01 &= 1%
93.54 £+ 4.28%
34.82 £8.57%
4.47 £3.49%
1.91 4 2.08%
0.37 £0.25%
58.85 &+ 2.97%

431 £ 1.47%
4.04 £ 1.69%
0.83 £ 0.52%
0.84 £ 0.68%
0.42 £ 0.19%
1.02 £ 0.88%
1.55+1.2%

1.28 + 0.96%
0.32 £ 0.19%
1.62 £ 0.34%

96.07 & 1.74%
89.09 £ 4.22%
43.47 £+ 8.14%
23.69 £ 6.49%
9.19 £ 4.27%
1.13 £0.71%
0.6 £0.16%
0.49 +£0.21%
0.16 £ 0.06%
29.32 £2.61%

1.01 £ 0.38%
2.03 £1.21%
0.51 £ 0.44%
0.59 £ 0.43%
0.54 £ 0.64%
0.49 £ 0.45%
0.65 & 0.56%
0.92 £ 0.84%
0.17 £ 0.09%
0.77 £ 0.21%

Table2 Automated trilateration performance before and after deep supervised source separation. We
simulated birdsong trilateration in a forest with microphones placed 1.5 m above the ground—one at the
origin, one 10 m north, and one 10 meters east. Then, we layered in background audio at the origin. Be-
fore running our model, we were able to pinpoint the location of the birdsong with a mean absolute error
of 9.3 m with 2.57% of all samples being within 1 m. After running our model, we achieved mean absolute
error of 2.58 m with 58.86% of all samples being within 1 m. This suggests that deep supervised source
separation (DSSS) is a feasible upstream solution to trilateration. For all numbers, 90% confidence inter-

vals are shown.

Absolute error Samples within 1 m
Birdsong-Background Before After Before After
Ratio
0.01 9.25+0.71 m 294+0.75m 0+ 0% 55.26 + 9.44%
0.02 9.31 £0.79 m 3.144+0.82m 1.32 £ 2.16% 52.63 £ 9.48%
0.05 9.53 £ 0.77 m 2.82+0.84m 1.25 £ 2.06% 58.75+9.11%
0.1 9.43 £0.79 m 245+ 0.76 m 1.32 £ 2.16% 59.21 £9.33%
0.2 9.53 £ 0.77 m 2.31+£0.73m 1.25 £ 2.06% 61.25 £ 9.02%
0.5 9.41 £0.79 m 24+0.77m 1.32 £2.16% 60.53 £ 9.28%
1 9.37 £0.8m 241 £0.74 m 2.5+ 2.89% 60 £ 9.07%
1.5 9+£0.88m 24+0.77m 6.58 £4.71% 60.53 £ 9.28%
2 8.91 £0.88 m 241 £0.74m 7.5£4.87% 61.25 £ 9.02%
Grand Total 9.34+0.27m 2.58 +0.26 m 2.57 £ 0.98% 58.86 + 3.06%

frequencies and distortions from environmental effects like forest reverberations were

accurately captured. This suggests our model learned the nuances of different birdsongs

rather than overfitting the training data. Preserving these distinctive features enables
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Table 3 BirdNet classification improvement vs birdsong-background ratio. Here, we test how well
BirdNet can determine if a recording has a Golden-Cheeked Warbler vocalization or not. We find that
preprocessing audio with our model makes no statistically significant difference in the classification accu-
racy except for birdsong-background ratios of 0.2 where a slight improvement is seen. However, we hy-
pothesize this is caused by the fragility of BirdNET. For some samples, removing noise made the classifica-
tion probability worse, as seen in Fig. 4. For all numbers, 90% confidence intervals are shown.

Birdsong-Background
Ratio

Accuracy

Before

Accuracy
After

0.01
0.02
0.05
0.1
0.2
0.5
1
1.5
2

Average

92.88 £ 2.59%
89.51 £ 3.09%
94.76 £ 2.25%
93.26 £2.53%
91.76 £ 2.77%
92.88 £ 2.59%
90.64 £ 2.94%
87.59 £ 3.33%
87.22 £3.37%
91.17 £ 0.95%

91.39 £ 2.83%
91.76 £ 2.77%
96.63 £ 1.82%
94.38 £ 2.32%
95.88 £ 2%
92.51 £ 2.65%
91.01 £ 2.88%
87.97 £3.29%
87.59 £3.33%
92.13 £ 0.9%

automating sophisticated analyses like peak frequency and buzz length measurement.
Currently, birdsong labeling analysis is often manual because background noise makes
automating this process very challenging. However, if automated with source separation
(SS), this would allow large-scale feature analysis without human bias. By using our
DSSS model, we were able to algorithmically extract minimum and maximum birdsong
frequencies with single-digit mean percent error. While not tested, we predict other features
such as buzz duration could be similarly extracted.

The current approaches for trilateration also break down with background noise
(Evrendilek & Akcan, 2011; Akcan & Evrendilek, 2013; Zhang et al., 2014), and our DSSS
workflow is again a potential solution. By isolating a single species of bird, the time
differences of arrival can be extracted using cross-correlation. Then, the location of each
birdsong can be calculated with a mean absolute error of 2.58 m.

Finally, while our DSSS model did not improve BirdNET’s performance, we hypothesize
this is caused by BirdNET’s lack of robustness. As seen in Fig. 5, our model eliminated
a lot of the background noise, but surprisingly, BirdNET’s performance decreased. In
addition to very noisy recordings, we hypothesize that BirdNET was not trained on such
very clean recordings and consequently failed during our tests. While our model likely
helps in some cases, this benefit is canceled out by BirdNET’s fragility with distribution
shifts. Looking forward, other classification models may work better. Denton, Wisdom
¢ Hershey (2021a) and Denton, Wisdom ¢ Hershey (2021b) saw improvement in their
custom classification model after running their source separation model. However, they
used unsupervised learning without site-specific audio. Or, SS could instead be used to
augment the classifier’s training set. A SS model could be used to isolate birdsongs for
various species. Then, the isolated birdsongs could be mixed with diverse background audio
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to create a more robust dataset and classification model. Unlike BirdNET, this classifier
would be robust to recordings with very little noise if some isolated birdsongs were left
unmixed.

Opverall, this research builds on previous methods because it is more customizable
and has improved site-specific performance. Because our approach is supervised, the
inputs and outputs are fully controllable. And, by training on site-specific recordings, we
boost site-specific performance by 9.33 dB, 24.07 dB, and 3.60 dB for SDR, SIR, and SAR
respectively.

While testing was limited to Golden-Cheeked Warblers, we expect our approach to
be easily adaptable to all species of birds. Likewise, while only testing a few downstream
applications, our approach should be adaptable to any application needing clean birdsongs.

In the future, DSSS will enable researchers to conduct more accurate bird vocalization
feature tracking, trilateration for precise location estimation, and, potentially, species
identification. Going forward, integrating our DSSS methodology with existing bird
monitoring systems and expanding it to handle other species could greatly enhance our
understanding of ecology and contribute to more effective conservation efforts.

ACKNOWLEDGEMENTS

The Macaulay Library provided a portion of the training data. The remaining training and
testing data was passively recorded by David Knobles and Preston Wilson. The City of
Austin Wildland Conservation Division provided funding, permits, and staff support for
the recordings taken on properties under their jurisdiction. Manual feature measurements
for 4760 of the Golden-cheeked Warbler birdsongs were provided by Logan James with
assistance from Brendan Allison. The source separation model training was made possible
by the Texas Advanced Computing Center.

ADDITIONAL INFORMATION AND DECLARATIONS

Funding

This work was supported by Planet Texas 2050, a research grand challenge at the University
of Texas at Austin; a grant from the UT Stengl-Wyer Endowment (to Timothy Keitt); and
the National Science Foundation (BCS-2009669). The funders had no role in study design,
data collection and analysis, decision to publish, or preparation of the manuscript.

Grant Disclosures

The following grant information was disclosed by the authors:
University of Texas at Austin.

UT Stengl-Wyer Endowment.

National Science Foundation: BCS-2009669.

Competing Interests
David Knobles is the CEO and president of Knobles Scientific and Analysis, LLC.

Sasek et al. (2024), PeerdJ, DOI 10.7717/peerj.17854 17/22


https://peerj.com
http://dx.doi.org/10.7717/peerj.17854

Peer

Author Contributions

e Justin Sasek conceived and designed the experiments, performed the experiments,
analyzed the data, prepared figures and/or tables, authored or reviewed drafts of the
article, contributed to open-source data extraction, data cleaning, data augmenting, and
model training tool on GitHub repository, and approved the final draft.

e Brendan Allison conceived and designed the experiments, performed the experiments,
analyzed the data, authored or reviewed drafts of the article, and approved the final
draft.

e Andrea Contina conceived and designed the experiments, authored or reviewed drafts
of the article, and approved the final draft.

e David Knobles performed the experiments, authored or reviewed drafts of the article,
and approved the final draft.

e Preston Wilson performed the experiments, authored or reviewed drafts of the article,
and approved the final draft.

e Timothy Keitt conceived and designed the experiments, authored or reviewed drafts of
the article, and approved the final draft.

Field Study Permissions
The following information was supplied relating to field study approvals (i.e., approving
body and any reference numbers):

Field permits were provided by the City of Austin Wildland Conservation Division with
the approval numbers Knobles-2016, Knobles-2017, Knobles-2018, and Knobles-2019.
Besides installation and servicing, there was no human involvement.

Data Availability
The following information was supplied regarding data availability:

The example audio files, model weights, code, and figure data are available at GitHub:
https:/github.com/keittlab/Birdsong-Source-Separation.

The training data, testing data, additional model weights, raw experiment data, Macaulay
Library recording catalog numbers, and a snapshot of our GitHub repository are available
at Zenodo: Sasek, J. (2024). Birdsong Source Separation Submission Files. Zenodo.
https:/doi.org/10.5281/zenodo.12791694.

The original background and GCW training data from the Macaulay Library is available
at https:/www.macaulaylibrary.org.

Supplemental Information
Supplemental information for this article can be found online at http:/dx.doi.org/10.7717/
peerj.17854#supplemental-information.

REFERENCES

Acevedo MA, Corrada-Bravo CJ, Corrada-Bravo H, Villanueva-Rivera L], Aide
TM. 2009. Automated classification of bird and amphibian calls using ma-
chine learning: a comparison of methods. Ecological Informatics 4(4):206-214
DOI 10.1016/j.ecoinf.2009.06.005.

Sasek et al. (2024), PeerJ, DOI 10.7717/peerj.17854 18/22


https://peerj.com
https://github.com/keittlab/Birdsong-Source-Separation
https://doi.org/10.5281/zenodo.12791694
https://www.macaulaylibrary.org
http://dx.doi.org/10.7717/peerj.17854#supplemental-information
http://dx.doi.org/10.7717/peerj.17854#supplemental-information
http://dx.doi.org/10.1016/j.ecoinf.2009.06.005
http://dx.doi.org/10.7717/peerj.17854

Peer

Aide TM, Corrada-Bravo C, Campos-Cerqueira M, Milan C, Vega G, Alvarez R. 2013.
Real-time bioacoustics monitoring and automated species identification. Peer]
1:e103 DOI 10.7717/peerj.103.

Akcan H, Evrendilek C. 2013. Reducing the number of flips in trilateration with
noisy range measurements. Association for Computing Machinery 20-27
DOI10.1145/2486084.2486088.

Apol CA, Valentine EC, Proppe DS. 2020. Ambient noise decreases detectability
of songbird vocalizations in passive acoustic recordings in a consistent pattern
across species, frequency, and analysis method. Bioacoustics 29(3):322-336
DOI 10.1080/09524622.2019.1605310.

Bermant PC. 2021. BioCPPNet: automatic bioacoustic source separation with deep
neural networks. Scientific Reports 11:23502 DOI 10.1038/s41598-021-02790-2.

Besson M, Alison J, Bjerge K, Gorochowski TE, Heye TT, Jucker T, Mann HM,
Clements CF. 2022. Towards the fully automated monitoring of ecological commu-
nities. Ecology Letters 25:2753-2775 DOI 10.1111/ele.14123.

Bolsinger J. 2000. Use of two song categories by golden-cheeked warblers. The Condor.
539-552 DOI 10.1093/condor/102.3.539.

Browning E, Gibb R, Glover-Kapfer P, Jones KE. 2017. Passive acoustic monitoring in
ecology and conservation. DOI 10.25607/OBP-876.

Brumm H, Todt D. 2004. Male-male vocal interactions and the adjustment of song
amplitude in a territorial bird. Animal Behaviour 67(2):281-286
DOI 10.1016/j.anbehav.2003.06.006.

Brumm H, Zollinger S, Niemeli P, Sprau P. 2017. Measurement artefacts lead to
false positives in the study of birdsong in noise. Methods of Ecology and Evolution
8:1617-1625 DOI 10.1111/2041-210X.12766.

Cardoso G, Atwell J. 2012. On amplitude, and others, frequency in bird song:are ply to
Zollinger et al. Animal Behaviour 84(4):e10-e15 DOI 10.1016/j.anbehav.2012.08.012.

DaiY, Yang ], Dong Y, Zou H, Hu M, Wang B. 2021. Blind source separation-based
IVA-Xception model for bird sound recognition in complex acoustic environments.
Electronics Letters 57:454—456 DOI 10.1049/ell2.12160.

Dawson D, Efford M. 2009. Bird population density estimated from acoustic signals.
Journal of Applied Ecology 46:1201-1209 DOI 10.1111/j.1365-2664.2009.01731.x.

Denton T, Wisdom S, Hershey J. 2021a. Improving bird classification with unsupervised
sound separation. ArXiv. DOI 10.48550/arXiv.2110.03209.

Denton T, Wisdom S, Hershey J. 2021b. Caples audio demos. GitHub. Available at
bird-mixit.github.io/caples/audio_demos.html (accessed on 18 April 2024).

Desjonqueres C, Gifford T, Linke S. 2020. Passive acoustic monitoring as a potential tool
to survey animal and ecosystem processes in freshwater environments. Freshwater
Biology 65:7-19 DOI 10.1111/fwb.13356.

Evrendilek C, Akcan H. 2011. On the complexity of trilateration with noisy range
measurements. IEEE Communications Letters 15(10):1097-1099
DOI 10.1109/LCOMM.2011.082911.111515.

Sasek et al. (2024), PeerJ, DOI 10.7717/peerj.17854 19/22


https://peerj.com
http://dx.doi.org/10.7717/peerj.103
http://dx.doi.org/10.1145/2486084.2486088
http://dx.doi.org/10.1080/09524622.2019.1605310
http://dx.doi.org/10.1038/s41598-021-02790-2
http://dx.doi.org/10.1111/ele.14123
http://dx.doi.org/10.1093/condor/102.3.539
http://dx.doi.org/10.25607/OBP-876
http://dx.doi.org/10.1016/j.anbehav.2003.06.006
http://dx.doi.org/10.1111/2041-210X.12766
http://dx.doi.org/10.1016/j.anbehav.2012.08.012
http://dx.doi.org/10.1049/ell2.12160
http://dx.doi.org/10.1111/j.1365-2664.2009.01731.x
http://dx.doi.org/10.48550/arXiv.2110.03209
bird-mixit.github.io/caples/audio_demos.html
http://dx.doi.org/10.1111/fwb.13356
http://dx.doi.org/10.1109/LCOMM.2011.082911.111515
http://dx.doi.org/10.7717/peerj.17854

Peer

Frommolt K, Tauchert K. 2014. Applying bioacoustic methods for long-term monitoring
of a nocturnal wetland bird. Ecological Informatics 21:4-12
DOI 10.1016/j.ecoinf.2013.12.009.

Funosas D, Barbaro L, Schillé L, Elger A, Castagneyrol B, Cauchoix M. 2023. As-
sessing the potential of BirdNET to infer European bird communities from large-
scale ecoacoustic data. Cold Spring Harbor: Cold Spring Harbor Laboratory
DOI'10.1101/2023.12.06.570351.

Grande K, Schneider N, Sato G, Schneider B. 2019. Passive acoustic localization based on
time of arrival trilateration. Singapore: Springer, 519-524
DOI 10.1007/978-981-13-2119-1_80.

Groce J, Mathewson H, Morrison M, Wilkins N. 2010. Scientific evaluation for the 5-year
status review of the golden-cheeked warbler. Kent: Natural Resources Institute.

Halfwerk W, Slabbekoorn H. 2009. A behavioural mechanism explaining noise-
dependent frequency use in urban birdsong. Animal Behaviour 78(6):1301-1307
DOI 10.1016/j.anbehav.2009.09.015.

Izadi M, Stevenson R, Kloepper L. 2020. Separation of overlapping sources in bioa-
coustic mixtures. The Journal of the Acoustical Society of America 147:1688—1696
DOI10.1121/10.0000932.

Kahl S, Wood C, Eibl M, Klinck H. 2021. BirdNET: a deep learning solution for avian
diversity monitoring. Ecological Informatics 61:101236
DOI 10.1016/j.ecoinf.2021.101236.

Kong Q, Cao Y, Igbal T, Wang Y, Wang W, Plumbley M. 2020. PANNS: Large-scale
pretrained audio neural networks for audio pattern recognition. IEEE/ACM
Transactions on Audio, Speech, and Language Processing 28:2880-2894
DOI10.1109/TASLP.2020.3030497.

Laiolo P. 2010. The emerging significance of bioacoustics in animal species conservation.
Biological Conservation 143(7):1635-1645 DOI 10.1016/j.biocon.2010.03.025.

Lones M. 2023. How to avoid machine learning pitfalls: a guide for academic re-
searchers. DOT 10.48550/arXiv.2108.02497.

Luo Y, Chen Z, Yoshioka T. 2020. Dual-path RNN: efficient long sequence modeling for
time-domain single-channel speech separation. ArXiv. DOI 10.48550/arXiv.1910.06379.

Luo Y, Mesgarani N. 2019. Conv-TasNet: surpassing ideal time-frequency magnitude
masking for speech separation. TASLP. DOI 10.48550/arXiv.1809.07454.

Mills H. 2017. Zenodo. Vesper 0.3.8. Zenodo. DOI 10.5281/zenodo.1014902.

Nathan R, Monk C, Arlinghaus R, Adam T, Alés J, Assaf M, Baktoft H, Beardsworth C,
Bertram M, Bijleveld A, Brodin T, Brooks J, Campos-Candela A, Cooke S, Gjelland
K, Gupte P, Harel R, Hellstrom G, Jeltsch F, Killen S, Klefoth T, Langrock R,
Lennox R, Lourie E, Madden J, Orchan Y, Pauwels I, Riha M, Roeleke M, Schligel
U, Shohami D, Signer J, Toledo S, Vilk O, Westrelin S, Whiteside M, Jaric I. 2022.
Big-data approaches lead to an increased understanding of the ecology of animal
movement. Science 375(6582):eabg1780 DOI 10.1126/science.abgl780.

Nemeth E, Pieretti N, Zollinger SA, Geberzahn N, Partecke J, Miranda AC, Brumm H.
2013. Bird song and anthropogenic noise: vocal constraints may explain why birds

Sasek et al. (2024), PeerJ, DOI 10.7717/peerj.17854 20/22


https://peerj.com
http://dx.doi.org/10.1016/j.ecoinf.2013.12.009
http://dx.doi.org/10.1101/2023.12.06.570351
http://dx.doi.org/10.1007/978-981-13-2119-1_80
http://dx.doi.org/10.1016/j.anbehav.2009.09.015
http://dx.doi.org/10.1121/10.0000932
http://dx.doi.org/10.1016/j.ecoinf.2021.101236
http://dx.doi.org/10.1109/TASLP.2020.3030497
http://dx.doi.org/10.1016/j.biocon.2010.03.025
http://dx.doi.org/10.48550/arXiv.2108.02497
http://dx.doi.org/10.48550/arXiv.1910.06379
http://dx.doi.org/10.48550/arXiv.1809.07454
http://dx.doi.org/10.5281/zenodo.1014902
http://dx.doi.org/10.1126/science.abg1780
http://dx.doi.org/10.7717/peerj.17854

Peer

sing higher-frequency songs in cities. Proceedings of the Royal Society B: Biological
Sciences 280:2802012279820122798 DOI 10.1098/rspb.2012.2798.

Pariente M, Cornell S, Cosentino J, Sivasankaran S, Tzinis E, Heitkaemper J, Olvera M,
Stoter F, Hu M, Martin-Donas J, Ditter D, Frank A, Deleforge A, Vincent E. 2020.
Asteroid: the PyTorch-based audio source separation toolkit for researchers. ArXiv.
DOI 10.48550/arXiv.2005.04132.

Pérez-Granados C, Traba J. 2021. Estimating bird density using passive acoustic moni-
toring: a review of methods and suggestions for further research. Ibis 163:765-783
DOI 10.1111/ibi.12944.

Piczak K. 2015. ESC: dataset for environmental sound classification. In: Association
for computing machinery, proceedings of the 23rd ACM international conference on
multimedia. New York: ACM, 1015-1018 DOI 10.1145/2733373.2806390.

Planqué B, Vellinga W. 2005. Xeno-Canto: sharing wildlife sounds from around the
world. Available at hitps://xeno-canto.org/ (accessed on 19 April 2024).

Priyadarshani N, Marsland S, Castro I, Punchihewa A. 2016. Birdsong denoising using
wavelets. PLOS ONE 11(1):e0146790 DOI 10.1371/journal.pone.0146790.

Rafii Z, Liutkus A, Stoter F, Mimilakis S, Bittner R. 2017. The MUSDB18 corpus for
music separation. Zenodo. DOI 10.5281/zenodo.1117372.

Rahman S, Khan S, Barnes N. 2020. Improved visual-semantic alignment for zero-shot
object detection. In: Proceedings of the AAAI conference on artificial intelligence. Vol-
ume 34 (07). Washington, D.C.: AAAI, 11932-11939 DOI 10.1609/aaai.v34107.6868.

Ren W, Tang Y, Sun Q, Zhao C, Han Q. 2023. Visual semantic segmentation based
on few/zero-shot learning: an overview. IEEE/CAA Journal of Automatica Sinica
11:1106-1126 DOI 10.1109/JAS.2023.123207.

Rouard S, Massa F, Défossez A. 2022. Hybrid transformers for music source separation.
DOI 10.48550/arXiv.2211.08553.

Stowell D. 2022. Computational bioacoustics with deep learning: a review and roadmap.
Peer] 10:13152 DOI 10.48550/arXiv.2112.06725.

Sugai LSM, Llusia D. 2019. Bioacoustic time capsules: using acoustic monitoring to
document biodiversity. Ecological Indicators 99:149—152
DOI 10.1016/j.ecolind.2018.12.021.

Sugai LSM, Silva TSF, Ribeiro JW, Llusia D. 2019. Terrestrial passive acoustic monitor-
ing: review and perspectives. BioScience 69:15-25 DOI 10.1093/biosci/biy147.

Sullivan B, Wood C, Iliff M, Bonney R, Fink D, Kelling S. 2009. eBird: a citizen-
based bird observation network in the biological sciences. Biological Conservation
142:2282-2292 DOI 10.1016/j.biocon.2009.05.006.

SunY, Yen S, Lin T. 2022. soundscape_IR: a source separation toolbox for exploring
acoustic diversity in soundscapes. Methods in Ecology and Evolution 13(1):2041-210
DOI10.1111/2041-210X.13960.

Teixeira D, Maron M, Van Rensburg B. 2019. Bioacoustic monitoring of ani-
mal vocal behavior for conservation. Conservation Science and Practice 1:¢72
DOI10.1111/csp2.72.

Sasek et al. (2024), PeerJ, DOI 10.7717/peerj.17854 21/22


https://peerj.com
http://dx.doi.org/10.1098/rspb.2012.2798
http://dx.doi.org/10.48550/arXiv.2005.04132
http://dx.doi.org/10.1111/ibi.12944
http://dx.doi.org/10.1145/2733373.2806390
https://xeno-canto.org/
http://dx.doi.org/10.1371/journal.pone.0146790
http://dx.doi.org/10.5281/zenodo.1117372
http://dx.doi.org/10.1609/aaai.v34i07.6868
http://dx.doi.org/10.1109/JAS.2023.123207
http://dx.doi.org/10.48550/arXiv.2211.08553
http://dx.doi.org/10.48550/arXiv.2112.06725
http://dx.doi.org/10.1016/j.ecolind.2018.12.021
http://dx.doi.org/10.1093/biosci/biy147
http://dx.doi.org/10.1016/j.biocon.2009.05.006
http://dx.doi.org/10.1111/2041-210X.13960
http://dx.doi.org/10.1111/csp2.72
http://dx.doi.org/10.7717/peerj.17854

Peer

Thakur A, Konde A. 2021. Fundamentals of Neural Networks 9:407-426
DOI 10.22214/ijraset.2021.37362.

Tzinis E, Wang Z, Smaragdis P. 2020. Sudo rm -rf: efficient networks for universal audio
source separation. Espoo: MLSP, 1-6 DOI 10.1109/MLSP49062.2020.9231900.

Vehrencamp S, Yantachka J, Hall M, De Kort S. 2013. Trill performance components
vary with age, season, and motivation in the banded wren. Behavioral Ecology and
Sociobiology 67:409-419 DOI 10.1007/500265-012-1461-x.

Wang Y, Venkataramani S, Smaragdis P. 2020. Self-supervised learning for speech
enhancement. DOIT 10.48550/arXiv.2006.10388.

Wijers M, Loveridge A, Macdonald D, Markham A. 2019. CARACAL: a versatile passive
acoustic monitoring tool for wildlife research and conservation. Research Gate,
Bioacoustics 30(3):1-17 DOI 10.1080/09524622.2019.1685408.

Wisdom S, Tzinis E, Erdogan H, Weiss R, Wilson K, Hershey J. 2020. Unsupervised
sound separation using mixture invariant training. DOI 10.48550/arXiv.2006.12701.

ZhangJ, Kossan G, Hedley R, Hudson R, Taylor C, Yao K, Bao M. 2014. Fast 3D AML-
based bird song estimation. Unmanned Systems 2(3):249-259
DOI10.1142/52301385014400044.

ZhangK, Liu T, Song S, Zhao X, Sun S, Metzner W, Feng J, Liu Y. 2022. Separating
overlapping bat calls with a bi-directional long short-term memory network.
Integrative Zoology 17:741-51 DOI 10.1111/1749-4877.12549.

Sasek et al. (2024), PeerJ, DOI 10.7717/peerj.17854 22/22


https://peerj.com
http://dx.doi.org/10.22214/ijraset.2021.37362
http://dx.doi.org/10.1109/MLSP49062.2020.9231900
http://dx.doi.org/10.1007/s00265-012-1461-x
http://dx.doi.org/10.48550/arXiv.2006.10388
http://dx.doi.org/10.1080/09524622.2019.1685408
http://dx.doi.org/10.48550/arXiv.2006.12701
http://dx.doi.org/10.1142/S2301385014400044
http://dx.doi.org/10.1111/1749-4877.12549
http://dx.doi.org/10.7717/peerj.17854

